[bookmark: _8d9pzfwaba3u]AI for PMs: From Ideas to Implementation-Ready Work
A practical primer for product managers using AI alongside engineering, in Confluence, Jira, and Cursor.

This is not a full PM playbook. It focuses on the places PMs actually spend time: clarifying problems, writing and refining docs, structuring work, and collaborating with engineering.
[bookmark: _hrck1uq4xe1e]Why this matters
A PM using AI well helps the team frame problems more clearly, turn rough ideas into sharper requirements, identify missing assumptions early, and keep decisions visible and durable.

A PM using AI poorly creates a different kind of chaos:

· Polished but vague requirements
· Overconfident technical claims
· Too many tickets with too little clarity
· AI-generated output treated as truth before engineering review

The goal is to help PMs be better operators in an AI-assisted environment, and to be clear about where the boundary is.
[bookmark: _k3s1acek87qd]Where AI helps PMs most
Four high-leverage situations:

1. Structuring messy inputs: turning leadership asks, customer feedback, support escalations, and analytics anomalies into themes, candidate problems, open questions, and risks the team can evaluate.
2. Drafting and tightening documents: problem statements, PRDs, meeting summaries, decision logs, release notes.
3. Making requirements testable: converting "improve onboarding clarity" into observable acceptance criteria.
4. Pressure-testing before engineering review: identifying ambiguity, missing edge cases, and likely implementation questions.

AI is a drafting and thinking partner, not a source of truth. It will produce confident, well-structured output regardless of whether that output is correct. For PMs, that is both the value and the risk: it makes rough thinking look finished faster than it actually is. The discipline is in knowing what still needs human judgment (scope decisions, technical feasibility) and not letting polished prose substitute for those conversations.
[bookmark: _93tgd7pfxgtk]Confluence: the home for shared context
Use Confluence for problem statements, goals and non-goals, assumptions, risks, decision logs, meeting outcomes, and launch notes. If that context lives only in chat or someone's notes, the team will pay for it later.

AI is useful for closing this gap, especially when context is scattered. A few patterns work well.
[bookmark: _my7czhho9i6v]Teams threads
Copy the relevant thread, paste it into Cursor or any AI assistant, and ask it to pull out decisions and open questions. Use that as the starting point for a page rather than writing from scratch.

Here is a Teams thread from our planning discussion. Extract any decisions that were made, any open questions that were not resolved, and any actions with a clear owner. Then draft a short Confluence page using the lightweight page structure below, leaving blanks where the thread doesn't give enough information.
[bookmark: _7aoe5t6sjd7e]Meeting notes or transcripts
The same approach works for rough notes from a standup or a stakeholder call. AI can turn them into a structured page in under a minute. The result will need editing, but it is faster than starting from blank.

Here are my notes from today's engineering sync. Identify what was decided, what is still open, and any risks that came up. Draft a decision log entry and a short update to the Risks and open questions section of our Confluence page.
[bookmark: _jculn8hs0lv9]Multiple sources
When context is spread across different places, paste everything in together and ask the AI to reconcile it into a single summary.

Here are inputs from different sources about the same initiative: [paste doc excerpt], [paste thread], [paste email]. Summarize what is consistent, flag any contradictions, and produce a short Confluence-ready summary.

The output from any of these will need a human read before it goes live. The AI will not know which decisions actually stuck, or whether an open question was quietly resolved in a different thread. It removes the blank-page problem and usually gets to a usable draft in one pass.
[bookmark: _pkrq2dogw1hi]A lightweight page structure
For most initiatives this is enough:

1. Summary: what, why now, who is affected.
2. Problem and evidence: what user or business problem, and what data supports it.
3. Desired outcome: what should change, which metric or behavior matters.
4. Scope: in scope, out of scope, assumptions.
5. Proposed approach: user flow changes, main requirements, dependencies.
6. Risks and open questions: see note below on technical risks.
7. Delivery links: Jira epic, designs, dashboards.
8. Decision log: date, decision, owner, rationale.
[bookmark: _7r1dewk65h6i]What PMs own vs. what engineering fills in
PMs should draft the page and own every section, but two sections are collaborative:

· Technical risks: PMs should not invent these. Leave the section as a placeholder and fill it in after the engineering review, capturing what the engineers actually flagged. If you want a starting point, ask AI to list "what a reviewer might want to know about risks," then take it to engineering rather than treating it as a conclusion.
· Proposed approach (technical parts): same pattern. Describe user-facing behavior; let engineering describe the technical shape.
[bookmark: _kbahwcrf9gd1]Organization in Confluence
Worth a light nudge: each initiative should live in one predictable space, and the page title should start with the outcome (e.g. Improve first-time user activation), not a project codename. A single "Initiatives" parent page with dated children beats a sprawling tree. Beyond that, follow whatever convention your team already uses. Don't reorganize the space on the way in.
[bookmark: _yutqckpycf7k]Turning the structure into a prompt
Here is a ready-to-use prompt. Paste your raw notes in, and it produces a first draft of a Confluence page that follows the structure above:

I'm drafting a Confluence page for a product initiative. Using the notes below, produce a draft with these sections: Summary, Problem and evidence, Desired outcome, Scope (in/out/assumptions), Proposed approach (user-facing only), Risks and open questions, and a Decision log placeholder. Keep it concise. Do not invent metrics or technical details, flagging unknowns as open questions. Leave "Technical risks" empty with a note that it will be filled in after engineering review.

Notes: [paste here]
[bookmark: _rhhtwyjnifen]What good looks like
A strong page is concise, link-rich, explicit about tradeoffs, and scannable in a few minutes. A weak page is either too vague to guide implementation or too long to be useful.
[bookmark: _31y1z6b88dym]Keeping pages current when things change
A Confluence page that reflects a plan that no longer exists is worse than no page at all: it misleads the next person who reads it.
[bookmark: _67bzg6rzh3p4]When scope changes
Update the Scope section in place and add a dated entry to the Decision log explaining what changed and why. Don't delete the old scope; note it as "original approach" so there's a record of the pivot. This matters most when engineering discovers something mid-sprint that forces a redesign.
[bookmark: _rjkfrqozs5o8]When something goes wrong in development
The instinct is to fix it in Jira and move on. Resist that. If an issue reveals a flawed assumption or a technical constraint that changes the approach, it belongs in the Confluence page too, either in Risks and open questions or as a decision log entry.
[bookmark: _vmq6q0fopiy1]When the shipped feature differs from what was planned
Update the page after launch. A short note ("What shipped differed from the original approach in the following ways: ...") is enough. This pays forward for anyone reading the page to inform future work.

AI can help here. If updating a stale page feels like a chore, try:

Here is the original Confluence page and here are the notes from what actually happened. Update the Scope and Risks sections to reflect reality, and add a Decision log entry explaining the change. Keep it brief.

The goal is not a perfect historical record. It is a page that anyone can read today and trust.
[bookmark: _fbcddfcm07mg]Jira: where execution becomes visible
Most teams already have a Jira convention that works for them. This section is a short checklist for where AI intersects with that workflow. Keep your existing hierarchy, estimation, and workflow states.

Where AI tends to cause problems in Jira, and how to avoid them:
[bookmark: _4c5a804xql0g]Keep acceptance criteria free of technical details
This is the single most important rule when using any AI assistant (Cursor or a Jira MCP) to draft tickets.

AI agents with access to Jira history will happily pull "technical notes" from old tickets into your new acceptance criteria. Sometimes that is helpful. Often it is outdated, wrong, or irrelevant to the current ticket, and it locks in implementation choices before engineering has reviewed them.

The fix is to be strict in your prompt:

Acceptance criteria must describe observable user or system behavior only. Do not include implementation details, code references, or technical approaches. If the model wants to capture technical context, put it in a separate "Technical observations" section at the bottom of the ticket, clearly labeled as non-binding input for engineering review.

That "Technical observations" outlet matters. It gives the agent somewhere to put the technical content it wants to generate, without polluting the part engineering will treat as requirements.
[bookmark: _kzyqf9ux3nsd]Write outcome-oriented titles
· Good: Improve first-time user activation in onboarding
· Less useful: Onboarding project
[bookmark: _x4rfd0z9k5z7]Make acceptance criteria observable
· Better: New users who verify email are redirected to the setup checklist; checklist state persists across sessions; an analytics event fires on completion.
· Weaker: Build checklist flow.
[bookmark: _vgxdrcxed6a4]Avoid common anti-patterns
· Tickets with no link back to the problem or Confluence page.
· Stories that duplicate a long doc instead of linking to it.
· Acceptance criteria written after development starts.
· Over-ticketing before engineering alignment on the shape of the work.
[bookmark: _h49ruekv8sr5]Cursor: two ways PMs can use it
PMs don't code, don't pull a dev environment, and don't need to. Cursor is useful in two distinct modes, and the rules are different for each.

For drafting, refining, and summarizing (rewriting requirements, generating diagrams, summarizing engineering threads, drafting release notes), PMs can use Cursor solo. These tasks don't require codebase access and the output is easy for engineering to review and correct.

For codebase questions (whether a pattern already exists, whether something is a small extension or a larger change, what dependencies might be affected), PMs can explore solo. The restriction is not on asking the question; it is on acting on the answer. Treat codebase output as a prompt for a conversation with engineering, not as a conclusion. The AI will produce confident answers regardless of whether they are accurate, and a PM generally cannot verify them without engineering input.
[bookmark: _rhzjlr1mvus7]Cursor as a writing environment for PM documents
Cursor works just as well as a writing environment for folders of markdown files as it does for codebases. That makes it practical for PM document work: RFPs, scopes of work, case studies, and initiative briefs. The AI has context across every file in the folder, so it draws on your existing materials when helping you write something new.
[bookmark: _47ostjigttgw]Working from a document library
If you keep a folder of past scopes, briefs, or case studies, point Cursor at it and use it to draft new documents in the same style and structure. You can ask it to adapt a previous scope for a new client or produce a first draft of an RFP built from your existing work.
[bookmark: _fqwyma141ca]Agent mode for mass edits
When you need the same change across many files, use agent mode. This works well for updating a client name across a document set or reformatting heading structures throughout a folder. Describe the change in plain language, let it apply the edits, then review the diff before accepting.
[bookmark: _n7n7413y7r77]Tab completion for faster writing
Cursor can autocomplete as you type, suggesting the next sentence or phrase based on the surrounding context. For markdown files this is off by default. Enable it in Cursor's settings under Editor → Suggestions → Enable for Markdown. It works well for documents with repetitive structure, like acceptance criteria lists or decision log entries, where the pattern is clear from what came before.

The main advantage over a plain chat interface is that Cursor holds the full context of your working folder, so you are not copying and pasting old documents in by hand each time.
[bookmark: _pqc1hu9aqi4m]The boundary
The prompts below are for use with engineering, or to produce drafts that engineering will validate. They are not for PMs to run alone and then present as technical findings. Specifically:

· Prompts that ask about codebase structure or implementation tradeoffs: run them with an engineer, or take the output to one before acting.
· Prompts that ask the AI to rewrite requirements or draft artifacts: fine to run solo; engineering still reviews the result.

Each prompt below includes a short note on how to validate the output.
[bookmark: _p91fiz4budse]Useful prompts
1. Clarify missing edge cases

Here is the intended user flow and acceptance criteria: [paste]. What user states or edge cases are missing before I review this with engineering? List them as questions, not assertions.

How to validate: Treat the list as a review checklist for your next engineering conversation. Do not add items to acceptance criteria until engineering agrees they are real.

2. Sharpen acceptance criteria

Rewrite these requirements into observable acceptance criteria. Flag anything too vague to test. Do not add technical implementation details.

How to validate: Read each criterion and ask "could a tester check this without asking me what I meant?" If not, it is not done.

3. Prepare for an engineering review

Given this spec [paste] and this part of the codebase [point Cursor at the relevant area], what implementation questions or dependencies are likely to come up?

How to validate: Take the output into the engineering review as a list of questions, not conclusions. The AI will confidently describe code patterns that may be outdated or simply wrong. An engineer can sort the real items from the noise quickly, but that step cannot be skipped.

4. Translate an engineering discussion into PM language

Summarize this engineering discussion into decisions, risks, and follow-up items a PM should track: [paste thread].

How to validate: Send the summary back to the engineers who were in the thread. "Did I capture this right?" takes them a minute and saves you from building on a misread.

5. Draft release notes or a QA checklist

Based on these merged changes [paste diff summary or PR list] and these notes, draft release notes and a QA checklist.

How to validate: QA and engineering confirm before anything ships.
[bookmark: _h1mvzcrcw6qp]How PMs know the output is accurate
Short answer: you usually can't, on your own. That is why the workflow is PM drafts with AI, engineering validates, decisions get recorded in Confluence and Jira. If a prompt produces something that feels like a technical conclusion, treat it as a question for engineering, not an answer.
[bookmark: _nug4obim5gsp]Note on verifying prompts in specific codebases
These prompts are deliberately general. The useful ones produce questions or drafts, not technical conclusions. Before relying on any codebase-aware prompt for a specific team, run it with an engineer on that team once, see what the output looks like against their actual code, and adjust. The prompt patterns will hold; the specific wording may not.
[bookmark: _la1btgocj8ar]Using AI to produce diagrams
One of the most underused AI capabilities for PMs: generating diagrams from a description. Good for user flows, system context, sequence of events, decision trees, and state diagrams. A well-placed diagram in a spec often eliminates more back-and-forth than two pages of prose.
[bookmark: _sa2o7gxxeh74]Generating the diagram
Ask Cursor (or any AI assistant) to produce a Mermaid diagram:

Produce a Mermaid flowchart (left to right) showing [user flow / sequence / states] for the following scenario: [description]. Keep it readable, no more than 10 nodes. Use clear, plain-English labels.

Mermaid renders natively in Confluence (Mermaid macro) and in Jira comments, so it is the best choice when your output stays in the Atlassian stack.
[bookmark: _gtv195tlvnbp]Getting it into Google Docs or a PDF
Mermaid code does not render in Google Docs. To include a diagram in a Google Doc or exported PDF, export it as a PNG first:

1. Copy the Mermaid code the AI produced.
2. Go to mermaid.live and paste it in.
3. Click Export, PNG (or SVG if you want a scalable version).
4. In Google Docs, use Insert, Image, Upload from computer to place it.

For a diagram that will need editing later, save the Mermaid source alongside the document so you can regenerate it.
[bookmark: _g33yktdm2j44]Example
A prompt asking for a simple onboarding flow produces something like this:

flowchart LR
    A[Sign up] --> B[Verify email]
    B --> C{Has required info?}
    C -->|Yes| D[Setup checklist]
    C -->|No| E[Complete profile]
    E --> D
    D --> F[First value moment]

Paste that block into Confluence (Mermaid macro) or a markdown file in your repo, and it renders as a real diagram. This is faster than drawing anything by hand and makes specs dramatically easier to review.
[bookmark: _v9y9wgejmd58]A simple end-to-end workflow[image: ]
1. Start in Confluence. Write a short page covering the problem, user impact, desired outcome, scope, and open questions. Optimize for clarity, not completeness.
2. Tighten with AI. Ask it to identify ambiguity, suggest missing assumptions, convert fuzzy language into observable behavior, and list likely risks. (See Appendix: prompts for tightening a draft.)
3. Review with the engineering team early, before decomposing into tickets. If useful, open Cursor together to check existing patterns and likely implementation slices.
4. Create the epic and first stories. Make the epic outcome-oriented; write initial stories for the first meaningful slice. Do not over-plan.
5. Keep docs, tickets, and decisions linked. Chat is transient; Confluence is canonical; Jira tracks execution.
6. After launch, update the Confluence page with what actually shipped, link results, and capture learnings.
[bookmark: _fkaqsurduiaa]Prompt pattern PMs can reuse
A simple structure works for most situations:

Structure: Context → Intent → Constraints → Output format

Context: We are improving onboarding for first-time users. Setup completion is 42%. We think optional integrations are confusing people early in the flow.

Intent: Turn this rough brief into a clearer draft with problem statement, goals, non-goals, risks, and candidate acceptance criteria.

Constraints: Keep it concise. Do not invent metrics. Do not include implementation details. Flag open question instead of guessing.

Output format: Sections for problem, desired outcome, scope, risks, open questions, and acceptance criteria.

Other reusable prompts:

· Turn these meeting notes into decisions, owners, and follow-up actions.
· Rewrite this story so the acceptance criteria are observable and testable.
· Identify what is ambiguous or missing in this rollout plan.
· Summarize this engineering thread for a stakeholder update.
· Suggest ways to break this initiative into smaller delivery slices.
[bookmark: _uwe4iyvna6bs]Common failure modes
· The doc is polished but no one can execute it. Reduce prose, make scope explicit, add observable criteria, create the epic.
· Jira is full but no one remembers the “why”. Restore a Confluence overview page; link every epic back to source context.
· PM uses AI output as technical truth. Treat AI as a drafting partner; validate with the engineering team; record only aligned decisions.
· Decisions live only in chat. Keep a decision log in Confluence; link it from Jira when relevant.
· AI pulls outdated technical detail into new tickets. Enforce the "no technical details in acceptance criteria; use a Technical observations section instead" rule in every prompt.
[bookmark: _jjn2vru42hbo]Quick reference
· Confluence is for durable clarity.
· Jira is for visibility and execution.
· Cursor is for reasoning through technical questions alongside your engineers, not in place of them.
· Acceptance criteria describe observable behavior; technical content goes in a separate, clearly labeled section.
· AI is a drafting partner. Polished output is still a draft until the team validates it.
· Use AI to produce diagrams early. It is faster than you think and the team will thank you.
[bookmark: _iyxkbah57moo]Appendix: prompts for tightening a draft
These are ready to use. Paste your Confluence page or draft spec after each prompt, then run them one at a time or combined.
[bookmark: _457jlhojn8a8]Find ambiguity
Read this draft and list every place where the meaning is unclear or could be interpreted more than one way. For each one, explain what the ambiguity is and suggest a more precise alternative. Do not rewrite the whole document. Return a numbered list of issues only.

This is the highest-value pass to run before sharing anything with engineering. Ambiguity that feels obvious to you often is not obvious to someone reading it cold.
[bookmark: _b8nj069ynvzc]Surface missing assumptions
Read this draft and identify assumptions the author is making that are not stated explicitly. These might be assumptions about user behavior, system state, dependencies, or business rules. List each one as a question that should be answered before this work goes into development.

The output is a checklist for your next alignment conversation, not a list of problems. Most of these will be answered quickly; the point is to surface them before engineering does.
[bookmark: _ujwy2q7f8205]Convert fuzzy language into observable behavior
Read these requirements and identify any that are vague or subjective: phrases like "easy to use," "fast," "clear," or "improved." For each one, suggest a rewrite that describes observable behavior a tester could verify without asking the author what they meant.

Run this on acceptance criteria specifically. If a criterion cannot be checked by a tester without interpretation, it is not done.
[bookmark: _qg9nygbaoilp]List likely risks
Based on this draft, what are the most likely risks to delivery? Consider scope risks (things that might expand), dependency risks (things this relies on that could change), assumption risks (things being assumed that might not be true), and user behavior risks (ways users might not behave as expected). Return a short list (four to six items) ranked by likelihood. Do not invent technical risks; flag those as unknowns for engineering to assess.

The output goes into the Risks and open questions section of your Confluence page. Technical risks stay blank until engineering has reviewed.
[bookmark: _u8omw9t1ozbj]Combined pass
If you want to run all four in one go:

Read this draft and do four things. First, list places where the meaning is ambiguous. Second, list unstated assumptions that should be made explicit. Third, identify requirements that are too vague to test and suggest observable rewrites. Fourth, list four to six delivery risks, excluding technical risks (flag those as unknowns). Return each as a separate numbered section. Do not rewrite the document.

Use the combined pass when you are short on time. Use the individual prompts when you want more depth on a specific concern.
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